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GoodData delivers business-friendly analytics to everyone, everywhere. But just because GoodData’s analytics 
are easy to create and consume doesn’t mean that there isn’t tremendous power underneath the hood.

This paper is designed to give you an overview of exactly how GoodData is able to deliver powerful analytics to 
massive audiences while still being the most cost-effective platform on the market. At a high-level, GoodData’s 
modular platform provides the tools, runtimes and storage for data ingestion, preparation, transformation, 
analytical queries, data visualization, and application integration. This allows businesses to seamlessly integrate 
with existing infrastructure and easily implement analytic solutions for employees, customers, or business 
partners.

In 2018, Gartner published their “Planning Guide for Data and Analytics” 
In which they stated that if a business wants to be successful with data and 
analytics, it needs to build a comprehensive end-to-end architecture and 
plan for the long term (Lewis, 2019). From storage and transformation 
processes, enabling sustainable customization of data models, metrics, 
insights, and dashboards, to supporting different business user needs, 
and ensuring low latency and data freshness,  IT teams will be responsible 
for figuring out how solve these challenges. Additionally, they will need to 
determine how to integrate with existing technology stacks, development 
processes, and achieve flexibility while also maintaining security and full 
control.

Implementing scalable analytic solutions can be complex and coupled 
with the costs and time of acquiring the right capabilities, it becomes 
challenging for businesses to achieve success with analytics. They often 
are not able to deploy at scale, encounter costly surprises, and they spend 
more time solving technical problems than answering business questions. 
With over 10 years of experience supporting businesses at different 
stages of growth, and size (from small to enterprise), GoodData’s platform 
is uniquely designed to help businesses implement scalable analytical 
solutions; it provides the key capabilities that create the comprehensive, 
open and modular architecture, required for success with analytics.

The GoodData platform was designed to deliver analytics at scale; solving the performance, scalability, agility, 
and management complexities associated with providing low-latency analytical solutions, all while being 
operated under 99.5% availability SLAs. GoodData helps companies grow their business by giving analytic 
insights to anyone, anywhere business is done and puts decision-making into the hands of the people with the 
most impact. The GoodData platform makes it easy to get started and keep it running. 

1. At a Glance

2. Challenges Today

3. Solution and Benefits

“Analytics will drive 
major innovation and 
disrupt established 
business models in the 
coming years; technical 
professionals need to 
adapt their data and 
analytics architecture 
from end to end, to meet 
the demand for “analytics 
everywhere”

 - Gartner 2018
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It enables businesses to have business-user friendly analytics, with a buffer from data chaos and complexity, an 
infinitely flexible UI, and the ability to distribute to everyone, anywhere, backed by enterprise grade security 
and performance, all in a full stack coordinated and modular solution with professional services ready to help 
at anytime. This gives companies the ability to have rapid time to value and cost-effective ownership, and 
positioning them for future growth. 

GoodData provides these benefits by providing a fully managed cloud platform with four key modular 
components. These four components work together to deliver robust and powerful analytic solutions:

 ‣ Data Pipeline and Big Data Fabric
 ‣ Analytics Services
 ‣ Insights Delivery
 ‣ Governance and Security

First, the platform takes in and transforms raw data through the Data Pipeline and Big Data Fabric. Once 
the datas is transformed, it is distributed to workspaces used by a specific tenant (e.g. customer, partner, 
etc) in the Analytics Services, where analytical capabilities enable the creation of insights for end users to 
consume. After insights are created, they are delivered to end users in the form of “widgets”, dashboards, 
or self-service discovery capabilities using the Insights Delivery tools. Finally, the Governance and Security 
component provides the comprehensive tools required for data governance, change management, security, 
and complete end-to-end SLAs. GoodData’s platform components are offered as fully managed infrastructure 
and are uniquely designed for performance and scale by using analytic workspaces.

How the four platform components work together
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The GoodData platform uses analytic workspaces. A workspace is a private data mart for individual customers, 
departments, employees, or partners. It not only contains individual semantic layers, but all other analytic 
elements e.g. visualizations, dashboards, localization, customization, including distribution of dedicated 
storage and compute resources. This architecture is unique to GoodData and focuses on the following aspects 
required for managing large, complex analytical solutions:
 ‣ Security and privacy. The data of individual tenants are securely isolated so that potential configuration 

errors and software bugs will not cause privacy leaks.
 ‣ Customization. Enables customizations for different tenants (customers, departments, partners, etc) in all 

aspects of their analytical experience, including custom data models, metrics, insights, and dashboards.
 ‣ Performance and Scalability. Embedded analytics imply lower latency and increased data freshness 

requirements over traditional BI. All analytical queries that populate insights with data, execute on top of 
the specific workspace data, not a shared data warehouse.

3.1 Understanding analytic workspaces

Unique workspace architecture designed for scale and performance

3.2 Fully Managed Infrastructure

The GoodData platform is an elastically scalable cloud based service that is operated from data centers 
located in US, EU, and Canada. The platform is provided under 99.5% availability SLA which includes platform 
maintenance. Solution performance can be tailored to specific needs by choosing between four different 
workspace tiers that provide varying performance, scalability, and insight latency at the workspace level (one 
solution can utilize multiple workspace tiers). The GoodData platform is monitored ensuring that the appropriate 
performance levels are achieved at any given time. Provisioning of platform components (e.g. workspace or 
data warehouse) is automated and immediate with no hardware availability or software installation delays. The 
fully managed infrastructure, unique distributed workspace architecture, and platform components provide 
four key capabilities required for a comprehensive end-to-end architecture that businesses will need for data 
and analytical solutions.

End-users
 ‣ Insights anywhere, applications, 

dashboards, self-service, etc

Data Distribution
 ‣ Custom data
 ‣ Data freshness, performance, scale

Customer Workspaces
 ‣ Customized analytics, insights, 

localization
 ‣ Sharing, roles, permissions 
 ‣ Semantic layer
 ‣ Isolated data storage and analytics 

queries
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Technology and data will continue to rapidly change. According to SINTEF one of the largest research 
organizations, 90 percent of the world’s data was generated in the two years (SINTEFF, 2019). Implementing 
analytics means planning for how data will evolve in type, size and source. Gartner’s technology trends indicate 
that machine learning technology will continue to evolve and will be an integral part of analytics and applications 
(Panetta, K. (2019). Redesigns and ongoing investments in infrastructures will be required to handle the data 
volumes and CPU power to support ML data processing. GoodData’s Data Pipeline and Big Data Fabric 
component provides a robust and flexible data integration that is optimized for the continual evolution of 
analytical solutions and technology. This optimization provides a fast implementation time to value, low cost of 
operation and change, and flexibility to integrate with existing data warehouses and infrastructure.

Change is a natural part of any business. Implementing analytical solutions can be a costly endeavor when it 
comes to change, especially if not implemented with the right kind of underlying architecture. Business and 
user needs will change, data types, sources, and sizes will evolve. These changes will impact data models, 
metrics, end user experience and performance. IT will have to manage the complexity of continual changes 
and scalability. In order to ensure long-term success with analytical solutions and scale there are four key 
capabilities required: robust and flexible data integration, Powerful and Easy to Use Analytics, Enterprise 
Security and Control, and an Open Platform for Developers.

4.1 Robust and Flexible Data Integration

4.1.1 Integration with an existing Data Warehouse
Flexibility is a key capability. GoodData’s platform allows easy integration with existing on premises or cloud 
data warehouses like Snowflake and Redshift. This allows businesses to create fast time to value and reduce 
costs by leverage existing investments in infrastructure, ETL processes, tooling, and logical data models. 
The GoodData platform uses an Automated Data Distribution (ADD) to integrate and map the existing 
data warehouse logical data models to our Analytics Services component, in turn creating instant access to 
powerful analytical capabilities. ADD is also used by the end-to-end Data Pipeline and is described in more 
detail below.

4. Technology and Key Capabilities

Example of a current large scale analytic solution
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4.1.2 GoodData’s End-to-End Data Pipeline
GoodData’s end-to-end data pipeline is optimized for flexibility, low cost of operation, and time to value. The 
end-to-end pipeline covers the entire data lifecycle from the data source to the distributed logical data model 
(LDM). It provides resiliency, high data throughput, low latency, maximizing a data engineer’s productivity, and 
is comprised of four main parts: 

 ‣ 50+ connectors for data ingestion and synchronization
 ‣ Agile Data Warehousing Service for storing structured and unstructured data and data ready for 

transformation (done by the Big Data Compute Services)
 ‣ Big Data Compute Services for data transformation, including machine learning and enrichment
 ‣ Automated Data Distribution for sending transformed data to individual workspace tenants (e.g. 

customers, departments,, partners)

All four parts are driven by a modular scheduling and orchestration framework which coordinates all of the data 
processing tasks. It enables the deployment, scheduling and execution of different modular data preparation, 
cleansing, transformation, and machine learning components called “bricks”. This out-of-the box tooling 
increases data engineer productivity and helps the business get up and running quickly. Research across 
implementations using the GoodData platform found that only 23% of the total implementation time is spent 
on data pipeline (ETL) related tasks vs 61-80% for most analytics projects (Stodder 2019). With GoodData, you 
get twice the efficiency of competing data integration frameworks allowing your team to focus their efforts on 
delivering insights rather than managing data connections.

Cost-effective, full stack coordinated data pipeline solution 

Modular data integration with existing infrastructure



4.1.2.1 Connectors 
The GoodData platform provides over 50 downloaders and integrators (“bricks”) for and acquiring data from 
various sources (API’s, databases, file storages, structured and unstructured data). These connectors support 
full and incremental data synchronization. The platform supports both push and pull semantics, and can connect 
to streaming data such as Kafka and Kinesis. GoodData also provides a framework that enables easy creation 
of new downloaders to connect to any source not covered by the out-of-the-box “bricks” and data engineers 
can also write and deploy their own custom components. Once the data is ingested by the connectors,  it is 
prepared for analytics in the Agile Data Warehouse Service. 

4.1.2.1.1 Data integration management, monitoring, 
and alerting
The deployment, scheduling, and execution of the 
data pipeline processes is managed using the Data 
Integration Console (DISC). DISC is a web-based user 
interface that allows a data engineer to deploy the 
bricks and other process components. DISC also helps 
engineers manage and monitor processes by providing 
detailed logs of every brick execution. It includes 
flexible notification and alerting mechanisms for 
sending important events (e.g. error, start, successful 
execution etc.) to email and other channels (e.g. REST 
API invocation, Twilio etc.).

4.1.2.2 Agile Data Warehousing Service (ADS) 
Once the data is ingested, it is stored in the Agile Data Warehousing Service (ADS). ADS is a high performance 
file storage and clustered columnar relational database, with rich set of data manipulation functions, providing 
resiliency, high data throughput and low latency. ADS can be accessed by a standard JDBC driver (download 
is available from GoodData for free), allowing data engineers to use any tool of their choice to transfer and 
perform data transformation.  ADS follows a best practice blueprint of segmenting the data storage into three 
storage areas: Landing, Persistent, and Business Layer.

 ‣ Landing area - where the data is incrementally loaded from the connectors and stores both unstructured 
and structured data. Once the data is moved to the next storage area (Persistent area), the data are placed 
in a big data backup area.

 ‣ Persistent area - stores a history of the data in a form that can be queried and transformed. This is where 
the data transformation with the Big Data Compute Service occurs.

© 2019 GoodData Corporation. All rights reserved. 6

Web-based user interface for easy data integration management

Source: Stodder (2019)” Improving Data Preparation for Business Analytics
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In addition to data transformation bricks, GoodData’s 
machine learning module integrates with existing, industry 
standard and open source tooling. The platform provides a 
scalable, repeatable machine learning operationalization 
platform that weaves artificial intelligence into the daily 
operational fabric of the business. 

4.1.2.4 Automated Data Distribution (ADD)
GoodData’s Automated Data Distribution (ADD) is a 
critical component for managing and scaling an analytical 
solution.

ADD performs the high-performance distribution of the logical data models that have been optimized for 
analytics, along with any machine learning insights to individual analytical workspaces (e.g. employee 
departments, customers, or partners).

ADD utilizes the logical data model (LDM) driven approach where mapping between the provided workspace 
LDM and data warehouse tables (GoodData’s Agile Datawarehousing Storage, or an existing data warehouse) 
is generated. ADD is then scheduled to execute in continuous low latency intervals, and performs either full 
or incremental synchronization between the business layer tables and the output stage tables and analytical 
workspaces. Unlike general purpose cloud solutions and analytical tools that are designed for just a few 
analysts, ADD optimizes costs and performance for managing the ongoing delivery of changing data, analytics, 
and machine learning to hundreds of thousands of business users.

Integration with industry standard and open source 
machine learning tooling

4.2 Powerful, Easy to Use Analytics at Scale

GoodData’s Analytics Services and Insight Delivery tools are the core component of delivering powerful, 
easy to use analytics at scale, to any business user. GoodData is designed for customized, resilient and high 
performing analytics.

 ‣ Business layer - after transformation, this is where the data ready for consumption by end users and 
analysts are stored. Data staged here is distributed to workspaces used by a specific tenant (e.g. customer, 
partner, etc) using the Automated Data Distribution process.

4.1.2.3 Big Data Computing Services
Within the Big Data Compute Services, data is transformed from the data source formats to a consolidated 
logical data model(s) which is optimized for analytics, and machine learning. The GoodData platform increases 
data engineer productivity with data transformation processes by providing out-of-the box “bricks” for 
transformation, they include: 

 ‣ Generic Ruby scripts - performs generic data management processing tasks
 ‣ Python scripts or machine learning models - executes on top of a Spark environment
 ‣ CloudConnect graphs - delivers ETL processes implemented in CloudConnect (a visual ETL tool that is 

available for free). CloudConnect also features many different data source connectors and data transformation 
functions that can be visually connected together and it can perform the ADS SQL data transformations.

 ‣ Docker images - provides runtime capabilities and languages for specific data processing (e.g. custom 
machine learning or data transformation mechanisms)
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The unique architecture within the platform leverages leverages Analytic Workspaces, which combines 
a semantic layer, an unparalleled Extensible Analytics Engine (XAE), and other analytical elements such as:  
insights, dashboards, localization, and customization, with individual dedicated storage and compute resources. 
This combination is a key capability to meet the needs of user expectations and performance demands with 
high concurrency and low latency.

4.2.1 Semantic Layer
Businesses need flexibility to customize analytics for each customer, employee, department, or partner, as 
well as to ensure the analytics are meeting the sub second performance demands end users are expecting. 
The semantic layer serves as a common set of definitions for everyone, including developers, who work on the 
product and is a key component for managing customization and performance. The semantic layer includes 
a contextual logical data model (LDM) and metrics. The combination of the contextual LDM and metrics 
abstracts away the complexity of the underlying data source and enables reusability, context-aware analytics, 
and resiliency. This simple, yet powerful difference from other analytical tools, is a key capability for delivering 
analytics at scale.

4.2.1.1 Logical Data Model and MAQL
The logical data model describes, dimensions, facts and their relationships in the business layer of the 
data warehouse. This establishes the foundation of the semantic layer. The LDM is used to build aggregate 
calculations called metrics. Metrics are the reusable computations that encapsulate business knowledge, make 
the system easy to use, and provide for consistency and governance in the use of data. Metrics are built using 
GoodData’s proprietary Multi-dimensional Analytics Query Language (MAQL). MAQL is an incredibly powerful 
tool that simplifies the creation of metrics. For example, one line of MAQL can represent more than thirty rows 
of SQL statements. MAQL also provides dozens of analytical functions and operators ranging from simple 
aggregation and filtering to advanced statistical and predictive functions. 

4.2.1.2 Reusability
MAQL provides unmatched level of reuse and simplicity over any other analytical language. The diagram to 
the right shows how metrics can reference other metrics. This allows experienced analysts to break down the 
complexity of business metrics to lower-level metrics with simpler definitions.

Semantic layer abstracts complexity and enables scalable analytics

XAE/MAQL and 
Semantic Layer

Insights
Business measures

Metrics
Reusable computations

Logical Data Model
Dimensions, facts

Workspace
Semantic Layer, 
data, metadata
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These metrics can then be protected from changes to be used as metric building blocks for business users. 
This concept of creating reusable metrics makes it simple and intuitive for business users to build new metrics 
and insights and still obtain the correct results, reducing the need for training, whiled allowing information to 
be clearly understood.

4.2.1.3 Context-aware Analytics
Analytics built in the GoodData platform are context-aware, further enabling ease of use for metric creation 
and reusability. Context-aware for example means that a specific metric performs different computations on 
entities with a many-to-many relationship to prevent double-counting. Because of this capability, analysts won’t 
have to create duplicate metric expressions for specific combinations of the facts and attributes in the insights 
like they would in other analytical tools. Analysts will simply define these business and analytical contexts within 
the LDM. This also simplifies analytics for common business users who are unaware of the detailed model 
relationships or complex analytical concepts.

4.2.1.4 Resiliency
Data and business frequently change, forcing the need to evolve the underlying analytics and LDM. While the 
change of a single-tenant BI solution can be done manually, this approach doesn’t scale to large numbers of 
customers. When managing many different customers, you are also managing the customized LDMs, metrics, 
insights, and dashboards—and the manual approach becomes an impossible mission. In the GoodData platform, 
the LDM is encapsulated, this allows the LDM to be continually enhanced without  having to rebuilding the 
physical data model and analytical objects on top of it. This brings unique agility and flexibility analytical 
solutions powered by the GoodData platform.

MAQL enables reuse of existing metrics vs. creating new SQL queries



© 2019 GoodData Corporation. All rights reserved. 10

4.2.1.5 Extensible Analytics Engine (XAE) and performance
The GoodData platform contains a powerful Extensible Analytics Engine (XAE) that executes the metrics created 
from MAQL on top of the LDM. When analytics are embedded inside of application or process, users may 
become impatient if the response takes more than a second. To address this, the GoodData XAE uses multi-
level caching to deliver exceptional performance. This core component performs every insight execution within 
a workspace. Each multidimensional query is broken down into multiple, small, sub-queries that are executed 
and cached. The GoodData XAE is able to reuse more than 50% of the cached results across the execution of 
individual insights. As a further step to achieve the high concurrency and low latency that customers require, 
the platform moves the data as close to the CPU as possible and enable on large-scale, shared-nothing, 
parallel execution.  Leveraging GoodData’s XAE eliminates challenges related to investing into more hardware 
or expensive analytical databases just to support performance demands.

Change the logical data model at any time without breaking the end user experience 

Example performance of a current large scale customer using GoodData.

29K companies 
22.7 TB data 
880K users  

28K customers 
active daily 
customers

4,5M+ insights,
executing 20M+ 

queries daily

15K insights per 
minute during 

peaks, rendered 
in seconds

Real time insights for business users

4.2.2 Responsive Application User Interface
The GoodData platform provides a full suite of tools called Spectrum for simplifying the delivery of analytics to 
a wide variety of users with different skills and needs.. The Spectrum suite of tools employs responsive design 
patterns so the insights, dashboards, and insight applications will dynamically adjust to a user’s device.
This means that you no longer need to implement and maintain multiple versions of the same widgets and 
dashboards for different screen resolutions. Implement once and deliver to all devices with the same consistent 
user experience.. All of the tools can be used for self-service experiences, embedded into an application, and 
used as a standalone tool with white labeling options.  Spectrum includes: 

Logical data model End user experience



 ‣ Analytical Designer.  Analytical  Designer  is 
a powerful and intuitive, visual drag-and-
drop exploration tool for data discovery and 
insight creation. It provides the business user 
recommendations on how to slice and view the 
data as they interact with the tool, coupled with 
the intuitive drag and drop design, it makes 
discovering and finding new insights from data 
easy for any user regardless of skill level. Users can 
save the insights and share them, or store them for 
future use.

 ‣ KPI Dashboard. KPI Dashboards are responsive 
and interactive storyboards. They are easy to 
edit and build allowing any user regardless 
of skill to design interactive storyboards and 
share the insights created from Analytical 
Designer. Users can set up alerts on KPIs to get 
notifications on key metrics right to their email 
and drive processes without having to log in to 
the dashboards.

 ‣ GoodData.UI. GoodData.UI is a React-based 
JavaScript library for building responsive analytical 
applications. GoodData.UI allows developers the 
ability to build custom applications from thousands 
of ready-made, commercial, open source and 
custom components. Developers can customize 
and embed visualizations in a few lines of code 
using out of the box React components, or build 
and embed a customized visualization from charting 
library. GoodData.UI allows the platform to easily 
be extended and deeply integrated into modern 
web application, process, or mobile applications.

© 2019 GoodData Corporation. All rights reserved. 11
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4.3 Enterprise Grade Security and Control

Analytical solutions have moved from the domain of experts using specialized tools to the hands of the business 
user, performing analysis embedded within the applications they use every day and in the context of their daily 
workflows.. Businesses need to plan for how to change analytics at the same pace as their application, and 
how they will make analytics instantly available, how they will comply with security and regional regulations, 
support localization and disaster recovery. The GoodData platform addresses this by providing an end-to-end 
managed service, including the runtime, the operation, security, and the management of the platform. This lets 
organizations focus on their core business instead of managing the components and costs needed to support 
analytical solutions.

4.3.1 Life Cycle Management
Once a business implements an analytical solution, they will need to continuously address issues such as change 
management and the management of updates across many different versions and customers, handling local 
customizations, and onboarding new customers while ensuring that they have the correct authorizations. The 
GoodData platform eases this burden this with its Life Cycle Management (LCM) governance processes:

 ‣ Agile Change Management, enables fast release of insight application changes to the hundreds or 
thousands of customized analytical workspaces.

 ‣ Dynamic provisioning of workspaces, and users roles and permissions.

The Life Cycle Management capabilities are available as out-of-the-box bricks that are deployed, configured, 
and scheduled in the same way as the data pipeline bricks. The LCM capabilities can be scheduled using 
DISC, and are also available via APIs and SDKs that can be used for integrating the change management and 
provisioning with a continuous delivery process.

4.3.1.1 Agile change management
The LCM processes enables agile change management that includes a development environment, a testing 
environment, and a production environment, allowing the ability to propagate changes to clients in production 
without disrupting the end-user experience. The agile change management automates the entire change 
management process of moving the LDM, metrics, insights, and other metadata mentioned above from dev, 
to test, and production, all while maintaining localized customizations.

Out of the box tooling for easy agile change management
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4.3.1.2 Dynamic Provisioning
LCM also provides automated user provisioning tools. GoodData can integrate with pre-existing user 
management tools using standard security protocols to automate the entire user provisioning process in real-
time. This is a good example of the utility of the extensive API set. The LCM tooling can also be used without 
integrating with pre-existing user management tools for instantly adding or terminating profiles, and updating 
access rights.

4.3.1.3 Single sign-on application integration
GoodData’s single sign-on (SSO) mechanism ensures the one single login into both host application and the 
GoodData platform, is based on the SAML2 standard which seamlessly integrates with many authentication 
providers and services like Microsoft ActiveDirectory, Okta, Pingdom, TOTVS Fluig and many others. This 
allows businesses to create a seamless user experience and embed insights into workflows.

4.3.1.4 Platform Feature Management
GoodData customers can activate or deactivate specific GoodData platform features in their solutions using 
feature flags. This is very helpful in situations where a customer’s application has a different release lifecycle. 
For example a new platform feature can be deactivated until they are launched to the customer’s users as part 
of their application.

4.3.2 Solution Monitoring
The GoodData platform provides comprehensive monitoring of all aspect of analytical solutions. The 
monitoring is provided in form of an analytical workspace so administrators, operators and product owners get 
comprehensive view of how their solution is performing. 

4.3.2.1 Adoption and Usage Tracking
GoodData offers an optional GoodSuccess 
workspace that contains detailed information 
about the deployed analytical solution. The out-of-
the-box insights and dashboards in GoodSuccess 
help product managers and operators understand 
things like adoption, usage, and performance. This 
allows businesses to manage growth, scale, and 
innovation easily without buying or building new 
tools to address the need of understanding how the 
product is performing.

GoodData also provides detailed audit log of all 
events that are occuring in particular solution. The 
detailed audit log is part of the Enterprise Shield 
optional package.

4.3.3 Enterprise - grade security and governance
The GoodData platform ensures the highest level of security by employing a proactive strategy that combines 
industry best practices and state-of-the-art technology. The platform employs a multi-layered approach to 
protect information, stay compliant with international standards and best practices, test and adopt new 
technology, and continuously monitor and improve applications, systems, and security processes—all while 
paying close attention to specific regulatory requirements in customer industries and locales.

4.3.3.1 Cloud and physical security
GoodData uses enterprise-class  SOC 2 Type II-audited and ISO 27001-certified facilities that include 24/7/365 
managed security and physical access control. We proactively monitor the platform and all of its underlying 
operating components for security incidents, including alert notifications generated by GoodData systems, 
industry and open source alerts, and community alerts. Our dedicated three-level support team is on-duty 24/7 
and trained to provide systematic and efficient responses to incidents including security and availability issues.

Adoption and performance tracking built-in



4.3.3.2 Data security
The GoodData platform reliably secures all key areas and ensures that all data remains confidential, available, 
and backed up for governance and disaster recovery purposes. Security zones are defined and implemented 
with specific enforcements, such as protocol enforcement, intrusion detection, and monitoring, and the 
complete GoodData platform is subjected to regular penetration testing. Customer data is both isolated and 
encrypted in transport as well as at rest to further enhance its security.

4.3.3.3 Operational security
GoodData deploys several layers of operational security to minimize the risks associated with human activities. 
Access to the production environment is under strict control, with administrators allowed to invoke platform-
specific functions but not to directly interact with the platform’s underlying components. Access logs are 
monitored and regularly inspected.

4.3.3.4 Compliance and Certifications
The GoodData platform employs the following security certifications and compliance regulations:

 ‣ Information security standards and certifications
      - Service Organization Control (SOC) 2 Type II Report under AT 101. The report is available for customer  
      review.
      - ISO 27001:2013 compliance. GoodData ISMS complies with ISO 27001 requirements, and GoodData has  
       implemented all ISO 27001:2013 Annex A controls. The Statement of Applicability is available for customer   
      review.

 ‣ Privacy regulations and certifications
      - US-based third-party Privacy Certification Program.
      - Participation in the International Trade Administration’s EU-US and Swiss-US Privacy Shield Program.
       - General Data Protection Regulation (GDPR) (EU) 2016/679. GoodData complies with GDPR and can make 
      its data processing addendum (DPA) available for execution.

 ‣ Industry standards and regulations
      - GoodData complies with HIPAA/HITECH and can make its business associate agreement (BAA) available  
      for execution.
      - Skyhigh Enterprise-Ready. GoodData has received the SkyHigh Enterprise-Ready™ seal.
      - Cloud Security Alliance. GoodData has completed self-assessment using the CSA Consensus Assessment    
      Initiative (CAI) Questionnaire, which is available for customer review.

4.3.3.5 Enterprise Shield
The platform includes an Enterprise Shield option for enterprise environments that require additional assurance 
on data handling and implementation, custom security compliance reviews, as well as reporting on key security 
KPIs. Enterprise Shield provides extra layers of security for compliance and assurance with more flexibility and 
functionality above the standard security built into the platform. Enterprise Shield includes:

 ‣ Fully controlled secure workspace deployment that includes ISO 27001:2013-compliant implementation 
and management

 ‣ Platform events audit log with real-time APIs that are pluggable into SIEMs
 ‣ Committed SLAs for patch and vulnerability management
 ‣ Customer security/risk assessments and audits

© 2019 GoodData Corporation. All rights reserved. 14

https://privacy.truste.com/privacy-seal/validation?rid=635f5042-fba4-42a5-91f1-985a891dbb85
https://www.privacyshield.gov/participant?id=a2zt0000000GniKAAS&status=Active
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4.4 Open Platform for Developers

The GoodData platform includes a rich set of APIs and SDKs creating a flexible environment for developers to 
build and extend the platform to meet the customized needs of the business. 

4.4.1 Application Development
All platform capabilities that are available through the user interface can be also invoked via a REST API. 
GoodData provides convenient SDKs for accessing the platform functionality from multiple programming 
languages, these include:

 ‣ GoodData.UI for development of the modern web and mobile applications with React and Angular 
frameworks.

 ‣ GoodData Javascript, Ruby, and Java SDKs for platform automation, scripting and backend process 
execution

Besides the GoodData managed SDKs there are also 3rd party SDKs available for Python, .NET, Erlang, etc.

Enterprise
Shield

Strong protection of your PII or otherwise sensitive data in GoodData 
platform. Fully controlled environment with tools that enhance trust, 
transparency, compliance, and governance.

4.4.2 Development of Processes
GoodData allows developers to use SDKs to implement and 
deploy processes that are executed inside the GoodData 
platform. The following runtimes and programming 
languages are supported:

 ‣ Ruby and Python programming languages for 
scripting, automation, machine learning etc.

 ‣ Apache Spark runtime for machine learning and 
scalable data processing.

 ‣ R for advanced statistics and machine learning.
 ‣ Docker images with specific runtime capabilities and 

languages for specific data processing (e.g. custom 
machine learning or data transformation mechanisms). 
The Docker images must be reviewed and approved 
by GoodData before deployment.

Comprehensive API’s and SDK’s



© 2019 GoodData Corporation. All rights reserved. 16

All bricks can be deployed, configured using the custom parameters, scheduled, and executed inside the 
GoodData platform. The GoodData platform also provides rich log management and debugging capabilities 
for debugging and fine tuning.

4.4.3 BYOT: Bring Your Own Tools
The GoodData platform also utilizes many open and standards based interfaces and protocols (e.g. JDBC, FTP, 
WebDAV, git, etc.). This open standards approach allows developers to use the tools of their choice to develop 
and deploy specific backend or frontend components to their GoodData platform solutions. For example, any 
JDBC enabled SQL invocation tool or console can be used to access data in the platform’s data warehouse.
As an example, Jupyter and Zeppelin notebooks can be used for developing and deploying machine learning 
scripts within the GoodData platform. 

The GoodData platform provides the end-to-end architecture and key required capabilities for implementing 
and managing an analytical solution not offered by other platforms. GoodData is the leading analytics platform 
for deployment of large scale analytical solutions to tens of thousands of tenants and hundreds thousands 
users. Test drive the platform capabilities live, in a free trial at https://www.gooddata.com/trial. 

Find more about the success of GoodData customers and sign up for webinars at the GoodData website 
https://www.gooddata.com.

Read more about building analytical solutions designed for scale and performance in these blogs https://
medium.com/gooddata-developers.

Developers can find more details about platform APIs and SDKs at the developer portal at https://developer.
gooddata.com.

Please let us know at info@gooddata.com if you have further questions or want to help with assessing how 
GoodData platform addresses your analytical needs. 
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